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Research Objective

The goal of this project is the design, study and implementation of the fastest 
object detector available in computer vision literature. Starting with our 
baseline detector using integral channel features in a boosting framework 
reminiscent of Viola-Jones, we gradually increase the speed of the detector 
by adopting both algorithmic and computational speed-ups:

  1.  WaldBoost for speeding up classification of subwindows
  2.  Multiscale feature approximations
  3.  Training multiple models at 4 base scales
  4.  GPU implementation using OpenCL for channel feature extraction

We show that these techniques result in a 43× speed-up without sacrificing 
on detection rate. Based on these approximation techniques and a fast GPU 
implementation for extracting channel features we report detection speeds 
up to 55 fps running on a MacBook without exploiting scene geometry or re-
ducing the search space (640×480 pixels over 30 scales).

IntroductionIntegral Channel Features                    (Dollár et al. 2009)

Our channel features are computed from 10 channels containing color, 
gradient magnitude and gradient orientation information.
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Using the Sequential Probability Ratio Test (SPRT) we learn stage rejection 
thresholds during the training process. At detection time we decide upon the 
label or take another observation based on the current sample score.

WaldBoost                                               (Šochman et al. 2005)
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7.8 Speed Benchmarks

Overall Contributions to Speed-Up. The final contributions to speeding up our final
classifier are given in Table 7.8. We also report runtimes with a reduction of the search
space to show impressive speeds and for comparison with the work of Beneson et al.
[3]. Results are given in Table 7.9, which also includes four videos showing our overall
detection framework in action. We acknowledge that not all runtime reports are in
agreement with each other, which is mainly due to time measurements. The overall time
measurements without intermediate measurements reported in Table 7.8 and Table 7.9
are the most accurate.

Table 7.6: AdaBoost Classification. Total time required for feature extraction and
AdaBoost classification for 640 × 480 images with increasing number of scales.
AdaBoost classifier contains 400 weak classifiers. Averages over 200 video frames.

Scales per Octave Total # Scales Feat. Extraction (ms) Classification (ms)

1 3 1463.6 2863.8
2 5 2091.0 4281.1
4 9 3545.1 7210.9
6 15 6363.6 12908.3
8 17 6482.3 13293.8
10 21 7887.3 16173.8

Table 7.7: WaldBoost Classification. Total time required for feature extraction and
WaldBoost classification for 640 × 480 images with increasing number of scales.
AdaBoost classifier contains 400 weak classifiers. Averages over 200 video frames.

Scales per Octave Total # Scales Feat. Extraction (ms) Classification (ms)

1 3 6.4 10.9
2 5 9.8 16.6
4 9 17.9 30.2
6 15 37.2 61.7
8 17 39.7 65.1
10 21 48.0 78.9

Table 7.8: Contributions to Speed-up. Speed benchmark over 640 × 480 images
analyzed at 30 scales. Runtimes are averaged over 200 video frames. For all settings
the strong classifier consists of 400 weak learners.

Relative
Speed

Absolute
Speed

Baseline (ICF + AdaBoost) 1.0× 1.3 fps
+ WaldBoost 2.6× 3.2 fps
+ Multiscale Approximations 43.1× 56.0 fps

115

Sequence Search Space Speed

Eindhoven Airport 640 × 150 · 25 scales 148 fps
TME Sequence 800 × 300 · 25 scales 84 fps

Figure 1.  Car detection on TME Motorway Sequence (Caraffi et al. 2012). We evaluate our 
detector over 500 video frames containing a total of 1300 rear-view car annotations. 

Overall time distribution

Figure 4.  Detection quality comparison on TME dataset. 

Figure 3. Per-component time contribution

Table 1.  Per-component improvement in detection speed.

Table 2. Detection speed after search space reduction.

Feature Approximations                       (Dollár et al. 2014)

Is

P
ro

p
o
s
e
d

 P
ip

e
lin

e

û

Cs

Figure 2. TomTom dataset for rear-view car detection (2.500 positive training examples).

Video Frame

CPU GPU

Compute
 Channels 

Camera

Channels 
to CPU

Compute
Integral Images

Idle

Sliding Window

Feature
Extraction

Multiscale
Approximation

WaldBoost
Classification

TB
B

 p
ar

al
le

l  
th

re
ad

s

Non-Maxima
Suppression

Idle

Detections

Image 
to GPU

Contact.  tomrunia@gmail.com


